
744 IEEE JOURNAL OF SELECTED AREAS IN COMMUNICATIONS, VOL. 18, NO. 5, MAY 2000

Adaptive and Automated Detection of Service
Anomalies in Transaction-Oriented WAN’s:

Network Analysis, Algorithms, Implementation,
and Deployment

L. Lawrence Ho, David J. Cavuto, Symeon Papavassiliou, and Anthony G. Zawadzki

Abstract—Algorithms and software for proactive and adap-
tive detection of network/service anomalies (i.e., performance
degradations) have been developed, implemented, deployed,
and field-tested for transaction-oriented wide area networks
(WAN’s). A real-time anomaly detection system called TRISTAN
(Transaction Instantaneous Anomaly Notification) has been
implemented, and is deployed in the commercially important
AT&T Transaction Access Services (TAS) network. TAS is a high
volume, multiple service classes, hybrid telecom and data WAN
that services transaction traffic (e.g., credit card transactions)
in the U.S. and neighboring countries. TRISTAN adaptively and
proactively detects network/service performance anomalies in
multiple-service-class-based and transaction-oriented networks,
where performances of service classes are mutually dependent
and correlated, where environmental factors (e.g., nonmanaged or
nonmonitored equipment within customer premises) can strongly
impact network and service performances. Specifically, TRISTAN
implements algorithms that: 1) sample and convert raw trans-
action records to service-class based performance data in which
potential network anomalies are highlighted; 2) automatically
construct adaptive and service-class-based performance thresh-
olds from historical transaction records for detecting network
and service anomalies; and 3) perform real-time network/service
anomaly detection. TRISTAN is demonstrated to be capable of
proactively detecting network/service anomalies, which easily
elude detection by the traditional alarm-based network moni-
toring systems.

Index Terms—Electronic commerce, network and service
anomaly detection, network performance monitoring, predictive
thresholds, time series, transactions-oriented networks.

I. INTRODUCTION

PROACTIVE network performance and fault management
[1]–[7] is concerned withperformance monitoring/anal-

ysis and fault detection capable of detecting “soft” network
and service faults (i.e., performance and resource degradations)
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automatically and adaptively in the midst of networks’ perfor-
mance fluctuations and evolutions. Since network performance
degradations are signatures of network faults and are preludes
to service failures, being able to detect them early and auto-
matically enables timely and rapid fault containment and cor-
rection, through which serious network and service failures can
be avoided [5]–[7]. This approach complements traditional fault
management, which emphasizes detecting and processing hard
network faults and alarms [1], [3]. When network alarms (e.g.,
interface down alarms from routers) are captured and filtered
and analyzed, service and network failures are already present.
Therefore, traditional fault management is more reactive in na-
ture.

Our work, as reported here, is primarily concerned with
the algorithms, implementation, deployment, and field testing
of proactive network/service anomaly detection in transac-
tion-oriented wide area networks. These transaction networks
form an integral part of electronic commerce infrastructures
by processing credit card transactions, and serve many other
applications besides [7].

Traditionally, network fault management emphasizes the de-
tection and processing of network and element failures in the
form of alarms [8]. For example, most network elements such
as routers and switches are equipped with software agents (e.g.,
SNMP agents) that can generate traps/alarms upon detecting
exceptional states such as a router interface being “down,” or
the utilization of a network segment exceeding a predefined
threshold (e.g., a constant 75% threshold). Event correlation
deals primarily with inferring from an avalanche of network
alarms the root cause(s) of the corresponding network fault(s).
Recent research and deployment testify to its usefulness in mon-
itoring and controlling networks [9].

In network fault management, the past few years have wit-
nessed much progress in path failure detection (including break
faults) [10]–[12], billing fraud detection in telecommunication
voice networks [13], anomaly detection in Ethernet segments
[14], [15], anomaly and performance change detection in small
networks [16], [17], and network alarm correlation [18]–[20].
With the advent and explosive growth of the global Internet
and the electronic commerce infrastructures, timely and proac-
tive detection of “soft” performance anomalies (as opposed to
“hard” alarms/failures [18]–[20]) in wide area networks is a
prerequisite to speedy network fault recovery and avoidance
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Fig. 1. A managed multiple service class WAN and its environment (i.e.,
nonmonitored parts).

of service failures [21]. As communication infrastructures are
evolving into multiplexed and multiple service-class networks,
network resource sharing by multiple service-classes correlates
the performances of all classes that are supported in these log-
ically partitioned networks (e.g., VPN’s, ATM networks, and
transaction-oriented networks) (see Fig. 1). Hence, performance
degradation in one set of service classes can negatively im-
pact the performances of the rest. This again demands proac-
tive anomaly detection of network and service faults [22]. Fi-
nally, faulty network elements that are outside the jurisdiction
of network monitoring systems can degrade the performance of
the monitored network proper (see Fig. 1). In this case, proac-
tive anomaly detection can infer the presence of these nonmoni-
tored failures (i.e., no MIB nor trap information access) from the
monitored performance data of the networks, and enable timely
fault containment [22]. Together, these factors motivate our re-
search in using network performance data to proactively detect
network/service anomalies in wide area communication infra-
structures.

Our recently developed algorithms and software apply
to anomaly detection and performance management of the
following networking environments: 1) wide area networks and
E-commerce infrastructures (as opposed to local area networks
or small campus networks [14]–[17]); 2) wide area networks
where proactive detection and timely recovery of service
performance degradations (or “soft” faults) are important (con-
trasted with capturing and processing “hard” network alarms
[9], [18]–[20]); 3) multiple service-class networks where re-
source sharing is significant and service-class performances are
correlated (e.g., in a multiple service-class transaction network,
or a virtual private networking infrastructure) [7], [22]; and
4) networks where the nonmanaged parts and environmental
components (e.g., customer-site equipment, and attached
networks) can fail and consequently degrade the performance
of the managed network proper [7], [22].

In this paper, Section II presents the performance analysis
of the traffic data of a representative transaction-oriented wide
area network. Section III provides a description of network
anomaly detection algorithms and processes. Section IV con-

tains a description of a transaction- oriented wide area network,
the AT&T Transaction Access Services (TAS) network, and its
relevance to network anomaly detection. Section V presents
the architecture and implementation our recently implemented
real-time anomaly detection system TRISTAN (Transaction
Instantaneous Anomaly Notification), and service-class en-
abled anomaly detection by TRISTAN. Section VI provides a
real-life example of TAS anomaly detection by TRISTAN; and
Section VII provides a summary.

II. PERFORMANCE OFTRANSACTION-ORIENTED WIDE

AREA NETWORKS

In this section, the performances of a class of generic trans-
action-oriented WAN are presented and analyzed. The analyses
are directed toward the building of adaptive algorithms for de-
tecting network/service anomalies (detailed in Section III). The
network data being analyzed were collected from the AT&T
Transaction Access Service (TAS) network, a commercially im-
portant hybrid telecom-data network. The generic performance
characteristics of this class of networks are detailed while their
architectures are presented in Section IV.

Transaction-oriented networks are data/telecom (or a combi-
nation of both) networks that service short-duration transactions
(seconds) between a set of terminals (e.g., credit card scanners,
or personal computers) and a set of processing servers (e.g.,
credit processing servers). For example, transactions between
credit cards scanned at merchants’ premises and the processing
servers in credit-processing centers are mediated by this type of
transaction networks [23]. These networks can be telecom net-
works or data networks. Some are a combination of both, as will
be seen in Section IV. These transaction-oriented networks de-
liver much performance and network management data ranging
from MIB-II data through call records to network alarms [24].
For characterizing transactions, the following generic 4-tuple
uniquely identifies a transaction

(1)

in which identifies the transaction,identifies the service class
to which the transaction belongs, is the start time of the
transaction, and is the duration of the transaction. For
each service class, has a median, upper, and lower quar-
tiles, and a probability distribution function (PDF). The trans-
action identifier uniquely identifies a transaction (e.g., it can be
a counter of positive integer as transactions appear in the net-
work). The service class identifier identifies which service class
a transaction belongs to. For example, a credit card transaction
and a health care related transaction (e.g., drug-refill order) be-
long to two different service classes. Formally, each transaction
service class possesses a median transaction duration, an upper
and a lower quartile, and a probability distribution function of
transaction duration [25]. Further, the start time records the be-
ginning of a transaction and its duration identifies how long it
lasts. A production transaction-oriented WAN usually supports
tens or even hundreds of service classes of transactions in the
same networking infrastructure, making it effectively a set of
logically segregated, but strongly correlated (in performances),
virtual networks with respect to each service class.
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Fig. 2. (a) The distribution of the transaction duration of a typical service class in a transaction-oriented network, (b) the corresponding boxplotof the distribution,
(c) the corresponding quantile-quantile (QQ) plot that compares the distribution of the transaction duration with a normal distribution, and (d) QQplot of the
logarithm (base 2) of the transaction duration [26].

To investigate in detail the statistical properties of transactions
and their service classes, the duration distribution of a represen-
tative transaction service class (with an average daily transaction
volume of about 140 000, and median transaction duration of 5.8
s) is presented in Fig. 2. Fig. 2(a) displays the PDF of the trans-
action duration of this service class (which we call service class
1), with the probability normalized to one. From the plot, it can
be seen that this PDF assumes a long tail toward the region of
long transaction duration. This effect is highlighted in the corre-
sponding box-plot [26], shown in Fig. 2(b), in which the various
parameters of the distribution are:median= 5.8 s;lower-quar-
tile (25% cut) = 4.1 s,upper-quartile(75% cut) = 8.1 s,lower
adjacent value= 0.25 s,upper adjacent value= 20.25 s. More
formally, the transaction duration PDF is directly compared to
a normal (Gaussian) distribution in a quantile-quantile plot [26],
as shown in Fig. 2(c) and (d), respectively.These analyses clearly
show that the duration distribution is skewed at both ends (long
and short duration) from the normal distribution. The skewing
is especially prominent toward the large duration values, which
clearly indicates a long tail effect.

Detailed hypothesis testing [27], [28] shows that the cumu-
lative distribution function (CDF) of the transaction duration
of service class 1 is Poisson (Fig. 3). In this test, the CDF is
compared directly to a set of well-known probability (or cumu-
lative) distribution functions, including the Gaussian (normal),
Weibull, Poisson, and the exponential functions. As seen from
the plots (and their corresponding (results), the closest match
by far is the Poisson distribution, while other CDF’s fit poorly
with the CDF of the transaction duration. These tests exclude the

possibility that the CDF of transaction duration is a Weibull dis-
tribution, with the long-tail (or heavy-tail) distribution [29], [30]
commonly associated with call holding time [31] and MPEG
video frame size distribution [32], and other network traffic re-
lated random variables [30]. This implies that transactions net-
works, as opposed to the random variables associated to the long
tail distribution, do not have long tail waiting time which can
have dramatic impact on network performance [30]. This also
means that transaction networks are statistically well behaved,
making it an ideal testing ground for anomaly detection algo-
rithms.

One of the most important requirements in developing net-
work/service anomaly detection is that the statistical properties
of the random observables (e.g., such as transaction duration
PDF, traffic intensity, or rate of byte counts) should remain rel-
atively invariant in time (hence statistically predictable). These
observables should be relatively predictable with respect to the
periodicity of statistical rule updates in anomaly detection [7],
[22], since departures from statistically “normal” pattern are
algorithmically recognized as the presence of network/service
anomalies [5]–[7], [14]–[17], [22]. As can be seen from Fig. 4,
the PDF’s of transaction duration of service class 1 are repeat-
able on a daily basis for seven consecutive days. This same ef-
fect is more visible in Fig. 5, which highlights the regularity of
the PDF’s in box-plots [26]. Of all the service classes in transac-
tion-oriented networks, this statistical regularity applies in gen-
eral. As will be detailed in the next section, the random vari-
able (or observable) that is chosen for anomaly detection is the
service-class-based traffic intensity, which measures the number
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Fig. 3. Optimized fitting(� based) between the CDF of transaction duration (i.e., empirical CDF) and Poisson, Weibull, Gaussian (normal), and exponential
distributions. Solid lines are the CDF of the transaction distribution, while dotted lines those of the hypothesized distributions.

Fig. 4. PDF’s of transaction duration of service class 1 on 7 consecutive days, showing that they are highly repeatable. All probabilities are normalized.

of active transactions in a service class as a function of time.
This provides a measure of the transaction volume of each ser-

vice class, which is a sensitive performance indicator of the re-
source utilization of each service class.
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Fig. 5. Box-plots of the PDF’s from Fig. 4.

Fig. 6. Arrival diagram of transactions in a service class (“1”). From (1), t is
the starting time,�t the transaction duration, and�T the binning interval.

Traffic intensities can be directly computed from transaction
duration and transaction start time. It measures the number of
active transactions devoted to a particular service class as a func-
tion of time, subject to the size of the binning interval [7]. More
explicitly shown in Fig. 6, individual transactions belonging to a
service class are represented as arrows in the “arrival diagram”
[ -axis is time in the units of which is the service-class spe-
cific binning interval, see below; while the-axis spans the in-
teger set of transaction identifier; see (1)]. With this representa-
tion, the arrival times of transactions are represented as the tails
of transaction arrows, while the transaction durations are rep-
resented as the lengths of the transaction arrows. Within a bin-
ning interval (of duration the traffic intensity is equal to the
total number of transactions fallen within the bin, either partial
or complete. The transaction number is computed by summing
all transactions (i.e., arrows) that fall in that bin, and the traffic
intensity for a service classat discrete time (using bin-

ning interval which is service-class specific, i.e.,depen-
dent) is

(2)

where (in this case, the unit of
is second) is the daily number of time bins of. For example,
of the six transactions presented in Fig. 6, the first bin

consists of 6 transactions and hence 6 units (circuits
or Erlangs) of traffic intensity. Moreover, the second bin

consists of 4 transactions and hence 4 units of traffic
intensity; and finally, the third bin consists
of 2 transaction and hence 2 units (circuits or Erlangs) of traffic
intensity. The weekly traffic intensities of service class “1” are
shown in Fig. 7, generated from the PDF’s shown in Figs. 4 and
5. The binning interval used is 23.6 s. As will be explained in the
next section, the binning interval is a function of the median
of transactions, so that transactions with high probabilities of
being anomalous are highlighted in the traffic intensities.

From analysis of large data set (one year worth) of the ser-
vice-class based traffic intensities, they are shown to have daily,
weekly, and weekend/holiday components. Using analysis of
variance, traffic intensity for a service class s can be approxi-
mated by the nonstationary time series [33]

(3)

where
is the weekday contribution to the traffic intensity,
is the weekend (Saturday, Sunday, and holiday) contri-
bution, and
is the error function, effectively measuring the devi-
ation of the traffic intensities from the weekday and
weekend baselines (Fig. 8).



HO et al.: ADAPTIVE AND AUTOMATED DETECTION OF SERVICE ANOMALIES 749

Fig. 7. Traffic intensities of service class 1 generated from the PDF’s shown in Figs. 4 and 5. Binning interval is 23.6 s. Unit of time is in binning interval, and
time 0 denotes midnight EST.

Fig. 8. (a) Week-long traffic intensity of service class 1, (b) the corresponding weekday contribution�(t) and weekend/holiday function�(t); and (c) the
corresponding error function"(t):
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On a week day: on a weekend day:
The time average of is found have a power dependency to
the time average of and such that

(4)

where the time averages are taken over a duration of the one
order of magnitude above the binning interval (for service class
1, this number is 240 s). The s and s and s [(3) and
(4)] of service classescan be approximated by linear combina-
tions of their counterparts in the previous weekdays and week-
ends (“ ” and “ ,” which are enumerated by the day in-
dices “ ” and “ ”), respectively:

where

and

i.e., Mon to Fri) (5)

where

and

i.e., weekends) (6)

(7)

This means that the present and and can be pre-
dicted (i.e., extrapolated) from a series of s and s and

using scaling factors and s from the previous 5 weekdays
or 4 previous weekend days (1 month), subject to errorss. In
practice, the scaling factorss and s are determined from the
ratios of s and (t)s of the previous week and month, re-
spectively, i.e.,

and

(8)

where the inner time averages are computed for the duration of
10 binning intervals, while the outer average is computed for the
entire day (or four weeks in the case of thes).

Typical values of in (5) and (6) range from 5% to 15%,
making the prediction of traffic intensities quite reliable, a fact
that will be exploited by the anomaly detection algorithms. In

Fig. 9. The inputs and outputs of an anomaly detector for transaction-oriented
networks.

contrast to a static threshold representation of traffic intensi-
ties (used by most fault management system), this statistical ap-
proach is much more precise as it takes into account the sta-
tionary and nonstationary and cyclic pattern in the baselines
and fluctuations in traffic intensities, whose effects are shown
in Figs. 7 and 8. In the static case, the traffic intensities are
represented by an upper and a lower constant thresholds, cor-
responding to two straight lines in Fig. 7, which approximate
poorly the real traffic intensities and therefore lead to excessive
false alarm rates.

III. N ETWORK ANOMALY DETECTION

In this section, adaptive network anomaly detection is sum-
marized as being composed of three algorithms. First, transac-
tion data of networks are sampled to highlight potential net-
work/service anomalies on a per-service class basis. Second,
temporal-based performance thresholds [corresponding to the
predictive and in the previous section] for ser-
vice classes are built from historical network data for baselining
performance characteristics, and to predict the average perfor-
mance of all service classes. Third, anomaly detection is exe-
cuted by comparing the sampled real-time data and the thresh-
olds to detect anomalies and diagnose network faults.

A network anomaly detector is a real-time software that adap-
tively analyzes performance data of managed networks to de-
tect “abnormal” changes (relative to some historical baselines
or “expected” behavior) in network traffic and performances,
which are signatures of soft and hard network faults. For trans-
action-oriented networks, an anomaly detector analyzes transac-
tion records to produce alarms, and control signals upon detec-
tion of performance anomalies and network faults (see Fig. 9).
The three steps of adaptive network anomaly detection are as
follows.

1) Preferential Binning of Transaction Records:This algo-
rithm self-consistently and preferentially bins the transaction
records to detect transactions that have high probabilities for
being anomalous, according to a binning strategy that depends
on the historical performance of the service class in question.
The sampling scheme strikes a balance between sampling
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Fig. 10. A typical histogram of transaction duration of a service class.
Potentially anomalous transactions (as indeed they are) are highlighted. The
sampling time for computing traffic intensities of service classes are adaptively
tuned by historical transaction data to highlight these potentially anomalous
transactions.

frequencies and performance resolution [7]. Using (2) in the
previous section, transaction durations (time-stamped by)
are computed to form traffic intensities at discrete time interval
for every service class. The traffic intensity of a service class
provides a measure of the total number of active transactions
in that service class as a function of time in real time. For a
service class its traffic intensity at discrete time

( is an integer, where its maximum value determines
the total number of daily time intervals) is given by (2), where
transactions within a time bin (defined by the sampling time

which is service-class dependent) for the service class
are summed; and (in this case,
the unit of is second) is the daily number of time bins of

The sampling time is adaptive and dynamically deter-
mined from historical transaction records. It is related to the
historical “average” and “upper-limit” transaction duration of a
service class, and is so determined that transactions with high
probability of being anomalous are preferentially highlighted.
Depending on the historical transaction pattern of a service
class, abnormally long (defined by historical data) transactions
are highlighted by its sampling time in the traffic intensities
(see Fig. 10). Using the results summarizes in Figs. 4 and 5, the
binning interval is directly proportional to the median of the
transaction duration of a service class. Explicitly,

median (9)

The relationship is empirical (i.e., the factor 4), but has been
tested to yield good detection effectiveness (90% correct de-
tection).

2) Temporal-Based Performance Thresholds:By exploiting
the temporal performance regularities of networks, performance
thresholds of each TAS service can be classified into 4 classes:
weekdays, Saturdays, Sundays, and holidays. Historical data of
service classes are used to construct these adaptive thresholds
for each TAS service. Expected performances of TAS services
are predicted through these thresholds [7]. For each of the 4
threshold groups, a set of adaptive thresholds is built to pre-
dict the expected performance of TAS services on weekdays,

Saturdays, Sundays, and holidays, respectively. Each set of dy-
namic thresholds (upper and lower thresholds) is composed of
a predicted baseline and tolerance (note: “ ”
denotes “predicted”) as follows

upperthreshold (10)

baseline (11)

lower threshold (12)

The baseline and tolerance are computed
from historical transaction data through one-dimensional time
series analysis and are classified into the “weekday,” “Sat-
urday,” “Sunday,” and “holiday” classes [17], [18].
represents the predicted “average” traffic intensities of service
classes, while represents the predicted “average”
fluctuations of the corresponding traffic intensities. Both

and are updated periodically to account for
the evolution in network traffic. The predicted and

are computed from (5)–(8), explicitly,

(13)

(14)

Since current and and can be computed from their
past values through (5)–(7), respectively, as explained in the pre-
vious section, the upper/lower thresholds and the baselines for
service classes can thus be predicted from historical network
data.

3) Anomaly Detection:Expected performances of TAS ser-
vices are predicted through the above thresholds, and deviations
(in both magnitude and duration, as defined by a set of fault
criteria) from the expected are indications of network/service
anomalies [7], [22]. In anomaly detection, an alarm is sounded
that signals the arrival of a network/service anomaly if 1) the
measured (in real-time) traffic intensity at
time deviates from the thresholds by more than a from the
predicted baseline, and 2) the previous condition persist and
for more than i.e.,

(15)

where

if

(16)

if

(17)

As will be explained in the following sections, the choice of
the parameters in the above criterionand is deter-
mined experimentally. Finally, the detected anomaly is mapped
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Fig. 11. Generic architecture of a network anomaly detection system.

to a diagnosis log that identifies the “guilty” service class(es)
and the possible cause(s) of anomaly. This information is pre-
sented to network operators through a graphic user interface
(GUI).

A generic architecture of a transaction anomaly detection
system is shown in Fig. 11, which highlights its three crucial
functional components: the sampler, the rule (or threshold)
generator, and the anomaly detector. In this system, network
performance data are accumulated on-line by the sampler for
analysis. The sampler outputs performance measures (e.g.,
traffic intensities, or circuit utilization, for service classes in
a transaction-oriented network) in which potential anomalous
data are highlighted. The historical network performance data
output by the sampler are analyzed by the rule generator to
build adaptive and dynamic (i.e., temporally based) perfor-
mance thresholds. These performance thresholds are updated
periodically to account for the evolution network traffic. The
detector compares real-time network performance data output
by the sampler with performance thresholds and predefined
fault criteria for anomaly detection. The outputs of the detector
are typically sent to a graphic user interface (GUI) to alert
network operators of network anomalies and faults, or are sent
directly to network control modules for automatic feedback
and control (e.g., circuit breaker, rerouting module, etc.).

IV. THE AT&T T RANSACTION ACCESSSERVICE NETWORK

The AT&T Transaction Access Service (TAS) network
is a hybrid POTS-and-data wide area network (WAN) that
provides ubiquitous dial-to-packet services for carrying
short-duration transaction traffic in the United States, Canada,
and the Caribbean countries. Average usage of the TAS
network amounts to millions of transactions on a nonbusy
and typical day, and is growing rapidly. Typical transactions
support point-of-sale applications/services (e.g., credit/debit
card authorization and settlement), health care applications,
banking and vending applications, and other data-driven sales
applications. The TAS network currently services tens of
service classes. The TAS network is selected as the testbed for
the TRISTAN system for three reasons. First, TAS services

Fig. 12. The AT&T TAS Network physical architecture.

a relatively large number of mutually dependent service
classes, which is ideal for testing and demonstrating proactive
anomaly detection in multiservice-class environments where
performances of service class are strongly correlated with one
another and with the overall network performance. In such
an environment, performance degradations (or failure) in one
service class can strongly impact performances of other service
classes and the network as a whole. Second, the shear traffic
volume (an average of many millions of transactions per day)
supplies a statistically rich data set for anomaly detection.
Third, there are external devices that are not monitored/man-
aged by TAS (e.g., credit card servers). Since these external
devices possess nonzero probability of failure (an example will
be given in Section V), they enable the testing and demonstra-
tion of TRISTAN’s ability to detect and infer environmental
(nonmonitored) impact on the network and its service classes.

The physical topology of the TAS Network consists of
three major components—the AT&T 800 Network, the TAS
nodes (for POTS-to-packet protocol conversion), and the
AT&T Packet Service, as illustrated in Fig. 12. The central
function of the TAS network is to enable transaction-ori-
ented communication between terminal devices (e.g., credit
card scanners) scattered across the United States and their
designated processing hosts (e.g., credit processing servers).
Device access to TAS is accomplished through the AT&T
MEGACOM 800 Network, which is terminated at a set of
TAS nodes (modems) that act as protocol converters. These
nodes use the DNIS (Dialed Number Identification Service)
digits provided by the 4ESS switches in the 800 network to
establish SVC’s in the AT&T packet network. Finally, the
packet network is used to complete the connection between
the customer devices and their destined host processors. In
a typical transaction, a call originated in a terminal device is
processed by the 4ESS switches in the AT&T network, and
is routed to a geographically proximate TAS modem pool. A
virtual connection is further set up between the modem and the
host processor through a set of packet switches. The result is
an end-to-end circuit that connects the E-commerce terminal
device and its processor for the duration of the transaction. This
circuit is dropped as soon as the transaction is completed.
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Fig. 13. Sampling of TAS transaction records to yield service class-based
traffic intensities in TRISTAN.

Fig. 14. The threshold generator of TRISTAN computes dynamic thresholds
(i.e., baselines and tolerances) for TAS service classes from the historical traffic
intensities and sampling intervals output by the TRISTAN sampler. Notations
are explained in Section II.

V. THE TRISTAN SYSTEM

Currently, an on-line network anomaly detection system has
been implemented for the AT&T TAS network. This software
system is called TRISTAN Transaction Instantaneous Anomaly
Notification). TRISTAN possesses three functional modules:
the sampler, the threshold generator, and the detector, in addi-
tion to a GUI.

The TRISTAN sampler analyzes the real-time and historical
transaction records of TAS to generate traffic intensities on a
per-service class basis. TAS generates transaction records for
every TAS transaction on a 15-min and daily basis for delivery to
TRISTAN. The 15-min data feeds constitute the real-time per-
formance data while the daily data feeds are used as historical
data for threshold generation (Fig. 13). In either case, each trans-
action record is possessed to yield the service-class-based traffic
intensities, as schematically shown in Fig. 14. The sampling in-
terval of each service class is unique, adaptive, and dependent on
its historical “average” transaction duration. In the current im-
plementation of TRISTAN, the 15-min data feeds are inserted

dynamically into a relational database (Oracle). The sampler re-
trieves records from the database to compute the real-time traffic
intensities for all TAS service classes, based on the sampling in-
tervals of the individual service classes. These traffic intensities
are fed in turn into the detector for anomaly detection (will be
explained below). On the other hand, the daily feeds are stored
as flat files, which are analyzed by the sampler to yield his-
torical traffic intensities for all TAS service classes. These his-
torical data are fed into the offline threshold generator, which
constructs the dynamic threshold templates for all TAS service
classes (Fig. 14). Specifically, for each TAS service, the dy-
namic thresholds are classified into 4 groups: 1) weekdays, 2)
Saturdays, 3) Sundays, and 4) holidays, as explained in Sec-
tion II.

In the TRISTAN detector, an alarm is sounded that signals
the arrival of a network/service anomaly if the measured (in
real-time) traffic intensity at time devi-
ates from the thresholds by more than 50% [i.e., in (16) and
(17)] of the predicted baseline and for more than 15 min. The
choice of the parameters in the above criterion (15 min and 0.5)
is TAS-specific, and for the following reasons. First, the TAS
network delivers performance data for anomaly detection on a
15-min basis (this can be shortened to about 5 min). Hence,
events which persist less than 15 min are causally impossible to
detect in real time. Second, the 50% parameter is chosen from
analysis of TAS transaction data. Through our field testing of
TRISTAN, they have been demonstrated to work well in the
TAS environment. The overall architecture of TRISTAN-TAS
is shown in Fig. 15.

TRISTAN is currently implemented on a computing infra-
structure composed of a client-server system running NT4.0
and a Sun Ultra 2 workstation running Solaris 2.6. The Oracle
database, the transaction sampler, the anomaly detection engine,
and the graphic user interface (GUI) are implemented on two
NT4.0 workstations. The rule generator (i.e., threshold gener-
ator) is implemented on a Sun Ultra 2 workstation running So-
laris 2.6. The computationally intensive part of TRISTAN is the
rule generation, and is executed by the Sun workstation. The
computationally less intensive part of anomaly detection is ex-
ecuted by an NT 4.0 client workstation. Database management
and SQL-processing are executed on an NT 4.0 server (Fig. 8).
During operation, real-time transaction records are inserted into
the Oracle database for comparison to the stored threshold rules
that are generated by the rule generator. Rules are computed
on the Ultra 2 workstation which analyzes the daily transaction
feeds. The anomaly detection engines retrieved data from the
Oracle database for anomaly detection.

The TRISTAN graphic user interface (GUI) consists of 1) a
control panel, 2) an alarm log, and 3) a traffic visualizer. The
control panel displays information concerning performance of
the service classes and the numerical values of their respec-
tive dynamic thresholds, in addition to providing a debugging
window for database-SQL programming. The alarm log sum-
marizes and classifies the detected anomalies and their severi-
ties. The traffic visualizer presents a graphical representation of
the service-class based traffic intensities in real time. The con-
trol panel of the TRISTAN GUI is shown in Fig. 16. The alarm
log of detected anomalies of TRISTAN is shown in Fig. 17. The
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Fig. 15. TRISTAN architecture.

Fig. 16. The control console GUI of TRISTAN.

TRISTAN GUI enables real-time visualization of service-class
based traffic intensities. A visualization instance of a service
class is shown in Fig. 18.

VI. A NOMALY DETECTION WITH TRISTAN:
A REAL-LIFE EXAMPLE

TRISTAN receives 15-min and daily transaction record feeds
from TAS, and performs automatic anomaly detection for the
TAS network. Through testing, it has been demonstrated that
TRISTAN is capable of detecting TAS anomalies. A real-life
example is given in this section.

One major class of network failures in the AT&T TAS net-
work is due to server failures in the customers’ sites (e.g., credit
card processing servers). These servers are situated in the cus-
tomers’ premises, and are not monitored by the TAS network
management system. These server failures cannot be detected

directly (e.g., through server alarms or traps), but must instead
be inferred from their negative impact on the performance of
the TAS network proper. Moreover, these server failures have
led to major outages in TAS services, due mainly to the ex-
cessive buildup of real and virtual circuits within the TAS net-
work. Thus, server failures originated from one or more service
class can potentially degrade the performance and availability
of TAS.

In the current field trial, it is demonstrated that TRISTAN
can detect environmental failures that impact TAS, among other
classes of network anomaly. In the real-life example that we
present in this section, processing servers of one of the TAS ser-
vice class (a credit card one) had failed for 2 h, and led to exces-
sive circuit accumulations within the TAS network. TRISTAN
was able to detect the performance anomaly of the service class
in question as soon as it appeared, and correctly identified the
guilty service class. This fault escaped detection by conven-
tional alarm-based network management system. Thus, this ex-
ample illustrates that TRISTAN can proactively and adaptively
detect TAS network faults.

On a certain holiday day in late 1997, the transaction servers
of a credit card processing service-class crashed in the after-
noon, and persisted in a “down” state for more than 2 hbe-
fore being completely rebooted. As time progressed, this service
class started to tie up network resources unfairly (physical cir-
cuits in the telecom network, and virtual circuits in the data net-
work). TRISTAN detected a service-class anomaly in the first 15
min (as limited by TAS’s rate of delivering real-time transaction
records) of the server failures, and identified the “guilty” ser-
vice class through mapping the anomaly to the TRISTAN log,
The visualization instance of the incident described is shown
in Fig. 19. In the figure, the traffic intensity of service class
“A” started to deviate significantly from the predicted dynamic
thresholds as the server crashed, signifying that network re-
sources were unfairly dominated by the “guilty” service class.
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Fig. 17. TRISTAN alarm log.

Fig. 18. TRISTAN traffic visualizer.

This failure, as shown in the grapher (from historical transac-
tion records stored in the oracle database), persisted for about 2
h and 15 min. TRISTAN detected and diagnosed this network
fault in the first 15 min of the server failure.

The PDF of this guilty service class on this fateful day
is shown in Fig. 20(a). It can be seen that an abnormally
large number [as compared to a nonanomalous case shown
in Fig. 20(b)] of long duration transactions are present in the
guilty service class.

VII. CONCLUSIONS ANDFUTURE RESEARCH

The performance characteristics of transaction-oriented
WAN are studied, and an associated class of algorithms for
detecting network/service anomalies is developed. A software

Fig. 19. Traffic intensities of a faulty service class (server failures). TRISTAN
detected this fault, while it escaped real-time detection by the traditional TAS
network management system.

system (TRISTAN), which implements a set of network
anomaly detection algorithms, and performs automatic and
adaptive network anomaly detection for the AT&T Transaction
Access Service network, is described and analyzed in this
paper. It is demonstrated that TRISTAN can detect network
anomalies that elude traditional (alarm-based) network man-
agement system.

Future research and development will focus on the following
three goals. First, combining the TRISTAN anomaly detector
with the alarming system (also an anomaly detector) of the data
network in AT&T TAS to enable more accurate and efficient de-
tection of a wider range of TAS faults, including the low-level
physical faults in the TAS network. Second, implementing and
testing different thresholding schemes in the anomaly detection
system to optimize the fault detection probability of TRISTAN.
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Fig. 20. (a) PDF of a anomalous service class and (b) PDF of a the same service class without the anomalous transactions.

Third, extending and field-testing the anomaly detection tech-
niques to a wider range of networking environments, such as
IP and wireless wide area networks, where service performance
degradations and faults can severely impact quality-of-service
(QoS) and network availability [34].
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